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1 Introduction 

1.1 Purpose of this Document 

This document provides a detailed description of the final concepts for the Information and 
Communication Technology (ICT) architecture for federated distributed simulation of Critical 
Infrastructures. Rathnam [Rath04] defines a federated simulation as the parallel execution of a 
group of simulations wherein information is exchanged between individual simulations at 
run-time. We aim at designing mechanisms that are suited for coupling a wide range of differ-
ent infrastructures simulators, with different timing models and execution models. 

A companion document [D4.2a] to this architecture document describes the realisation of a 
demonstrator as a technical proof of concept (TPoC). The demonstrator consists of a federa-
tion of three infrastructure simulators and a simulator for external flooding events, extended 
by some ICT components for logging, visualisation of outages, and a control GUI. Particu-
larly, the TPoC comprises the demonstration of software mechanisms for coupling the feder-
ate simulators and a workflow for setting up and running such a federation. The realisation of 
the demonstrator followed the architectural approach described in the predecessor of this 
document [D4.1a] and took into account the final requirements description [D2.1b] that speci-
fies a subset of requirements that should be met by the TPoC.  

The demonstrator has been evaluated successfully against these requirements and other crite-
ria [D4.2b]. Particularly, the proposed draft ICT architectural concepts [D4.1a] have passed 
this test. Consequently, only minor adjustments to the originally proposed concepts had to be 
made and are described in this document. Any further insights from the evaluation will result 
in suggestions for improvements of the ICT architecture, to be presented in the final design 
study.  

The proposed ICT architecture makes use of a communication middleware that is described in 
another deliverable [D3.2b]. The architecture employs domain specific knowledge wherever 
dependencies between different infrastructures are simulated. This knowledge is provided by 
ontologies and a knowledge-based system. The concepts for these parts of the technical proof-
of-concept are described in the deliverable [D3.1b]. 

 

1.2 Structure of the Document 

After describing the overall design methodology of the ICT architecture in sections 2.1 and 
2.2, we specify the ÒmissionÓ, i.e. the overall goals of the ICT architecture in section 2.3. In 
section 2.4, we describe the DIESIS conceptual design for federated simulation, based on the 
three core concepts of scenario orientation, lateral coupling and functional differentiation of 
couplings (links). Thereafter, we explain the realisation of the ICT architecture in section 2.5, 
by describing how a scenario description is transformed into a technological service network 
and how SOA-based couplings shall be realised. The proposed lateral coupling allows also the 
use of other coupling middleware, e.g. HLA-based couplings. The interplay of SOA-based 
couplings and other couplings is briefly described in section 2.6.  

Section 2 remains almost unchanged. However, in order to be self-contained, this document 
does not make vast references to its predecessor [D4.1a]. The main differences occur in sec-
tions 3 and 4. Section 3 provides general directions for the implementation phase, including a 
description of a time synchronisation model suited for a wide range of simulators. Section 4 
now describes a more detailed workflow for preparing, setting up and deploying a federation 
of CI simulators and analysing the results. 



EU Project DIESIS RI 212830 
 

 

 

D4.1b Final Architectural Design  Page 5 of 29  

2 ICT Architectural Approach 

2.1 Introduction Ð Coupling Simulators 

In the last decade, some powerful simulation tools emerged from several application areas. 
These tools are able to simulate technological systems (energy supply systems, telecommuni-
cation systems, railway traffic systems É), logistic situations (military and civil operations, 
logistic chains É) and common societal interrelations (e.g., economical impact simulations) 
in a way that they create added values for the application areas. 

As a general rule, the involved simulators are closed system worlds. Typically, the design of 
these system worlds either disregarded the ability of coupling with other simulators or, in the 
best case, only to a very limited extent. 

Currently, there are a number of projects that aim at coupling several stand-alone simulators 
in order to simulate large-scale systemic relations. Two questions are central to the investiga-
tions within these projects. 

 

o Benefit of Coupling 

Currently, it is not quite clear if offering technology and services for large compounds 
of simulators may result in an effective economically sustainable operation of the pro-
posed EISAC Research Infrastructure. The effective generation of economic sustain-
ability depends mainly on the ability to define a suitable business model for EISAC 
and the ability to convince key players to cooperate in promoting CI modelling and 
simulation. Hence it is the core idea of the DIESIS project to substantiate such a bene-
fit by proposing a viable business model for the EISAC that shall cover various as-
pects related to CI modelling and simulation. In such a project, the concrete technol-
ogy for coupling or federating comes in second and is, first and foremost, a means for 
operationalising the underlying business model. 

 

o Technological Coupling of Simulators 

In recent years, a large number of projects have investigated and tested methods for 
coupling simulators. As a general result it can be stated that the technological task of 
coupling is highly demanding and that there are no ideal general purpose solutions for 
the coupling task, but the applied methods are strongly determined by the general re-
quirements and the application task at hand (scenario, simulators É). 

 

The market for simulator coupling middleware is dominated by highly proprietary solutions 
and differing implementations of a few standards. This situation leads to a strongly competi-
tive acting of involved vendors. This adds to the problem of coupling simulators another Ð not 
primarily technological Ð dimension that makes the efforts of harmonising and coupling simu-
lators even more difficult. 

This document describes ideas and architectural principles for coupling of a variety of simula-
tors in the area of Critical Infrastructures (CI). The principles illustrated herein consider not 
only technological approaches, but try also to embrace some of the factors mentioned above. 
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2.2 Architectural Methodology 

The remainder of this document describes ideas and architectural principles for coupling of a 
variety of CI simulators and related simulators and tools. The principles illustrated herein 
consider not only technological approaches, but try also to embrace some of the factors men-
tioned above. 

There are many different state of the art methods to describe, realise and implement ICT ar-
chitectures. Often, hierarchical views on the system to develop are adopted to reduce the 
complexity in developing software. The document at hand uses the four-layered MCRI 
schema as shown in Figure 1, consisting of a mission layer (M), a concepts layer (C), a reali-
sation layer (R), and finally the implementation layer (I). Each of the layers uses a different 
level of abstraction and has a different focus to ensure that all relevant aspects of the overall 
architecture are considered in a well-structured way. 

The MCRI design pyramid shown in Figure 1 is used to describe and motivate the detailed 
decisions used at the implementation level. This level is normally not regarded as part of the 
architecture. Architecture mainly takes place at the concept and the realisation level. The de-
sign pyramid describes the following aspects of architecture step by step: 

o Mission 
What are the goals of the architecture? 

o Concepts 
Which are the (up to) 10 core ideas underlying the architecture? 

o Realisation 
How will the core ideas be turned into ICT solutions? What ICT methods shall be ap-
plied? 

o Implementation 
How will the realisation by means of tangible ICT be assured, what ICT systems will 
be used? 

 

Mission

C oncepts

R ealisation

Implementation

What are the goals ?

What are the key ideas used 
to realise the goals?

What methods are used to 
realise the ideas?

What are the IC T Systems used 
to implement the methods ?

 
Figure 1: The four levels of architectural description. 

 

2.3 Mission 

The overall mission of DIESIS can be narrowed down to two essential questions: 

a) Is there a business model for EISAC that is likely to succeed? 

b) How can the technical basis for the core technologies of the business modelÕs products 
and services be realised? 
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2.4 Concepts 

The architecture is made up from three main concepts. These concepts are based on experi-
ences that have been gathered from other projects in the area of military, economy, and pub-
licly funded research. 

 

2.4.a. Scenario Orientation 

ÒWhen a man does not know what harbour he is making for, no wind is the right wind.Ó 

Seneca 

 

Purely generic approaches for coupling of simulators are not feasible from current state-of-
the-art. The design space of Òall possible simulatorsÓ in one application area, as for instance 
ÒCritical InfrastructuresÓ, is too large for making all required ICT mechanisms available in a 
generic manner. Decades of experience in military simulations showed that such generic ap-
proaches do not lead to useful results. Coupling of simulators by creating a federation makes 
sense only if the outcomes lead to added values. For this purpose, scenarios are always re-
quired. In this context, the notion of a scenario may be interpreted in a broader way as Òfamily 
of scenarios.Ó However, experience shows that the probability that a project Ð or a federated 
simulation for investigating a given problem Ð generates useful answers is directly related to 
the precision of the problem description. 

For DIESIS this means that a tangible design and realisation of simulator couplings may start 
only when adequately precise scenarios are defined. This circumstance restricts the possible 
products of DIESIS considerably. DIESIS cannot create generic tools for coupling simulators; 
this is not (yet) possible today. Instead, DIESIS develops processes and acquires expertise of 
how diverse CI and related simulators in given scenario contexts may be coupled as simply as 
possible. Exactly this know-how will be one of the essential products of DIESIS. EISACÕs 
business model may bring this experience to market as a part of its consultancy services. 

Besides the generation of adequate know-how, it shall be paid attention to produce concrete 
solutions in such a way that they may be reused in other experiments with minimal effort. 

 

2.4.b. Lateral Coupling 

ÒCurrently there is not a single approach that solves all problems in a satisfactory way.Ó 

 

Many vendors acting on the market postulate a common usability of their tools (and methods) 
to couple simulators. Some methods like HLA (High Level Architecture, [HLA1][HLA2]) 
postulate the definition of quasi standards, for example, in the area of military simulation. If 
this would really hold, the application of such a technique or method would be an essential 
simplification for the DIESIS project. 

Unfortunately, observations in real projects point out that the statements of the vendors (and 
interest groups) are not empirically proven. None of the tools and methods is really dominant, 
and none of the particular user groups is satisfied with the obtained results to such an extent 
that they will not make considerable effort to find better methods. For this reason there are, 
among others, projects like DIESIS. 
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Figure 2: Classical approach using uniform communication and uniform data structures. 

Nearly all simulator interoperability approaches postulate what we characterise as Òcentra-
listic ideasÓ (Figure 2). Properties of centralistic approaches include global time synchronisa-
tion, a federation-wide data model (like FOM, federation object model), a federation-wide 
functional model, and the attempt to enforce technical standards for coupling. All simulators 
involved in a federation need to be compliant with the elements of the approach, i.e. they have 
to or should use a uniform data model for communication and also uniform communication 
primitives. Additionally, also time, space and terrain models are often standardised. 

Experience shows that these standardisations are very difficult to achieve because they require 
considerable changes of the coupled simulators. Frequently, central time and space models are 
not realisable because the simulators involved are based on different and partly incompatible 
models. Often, vendors are not willing to implement the corresponding harmonisation be-
cause there is no commercial need for it. For the reasons described above, the DIESIS archi-
tecture strictly abandons the creation of centralistic models. Instead, we pursue the strategy of 
making simulators pair-wise or group-wise compatible based on some arbitrary coupling 
primitives. In some particular cases this approach may result in centralised models for the 
group of involved simulators, but this is not a requirement. 

 
Figure 3: Lateral coupling approach with local structures for data exchange and communication model. 

If there is a benefit in coupling a set of simulators, then these couplings will eventually be 
created. The lateral coupling approach (Figure 3) will facilitate the creation of such couplings. 
The art is not in realising a technological coupling, but in finding applications that receive an 
added value from the coupling for which a customer is willing to pay. 

Software solutions for pair-wise or group-wise couplings (called ÔlinksÕ in the following) will 
be stored in the DIESIS repository. They may be reused later in similar experiments (with 
similar coupling requirements). Links may either already exist Ð in the repository or as cou-
pling solutions offered by other parties Ð or need to be newly created for a particular coupling 
task. 

When using the lateral approach, it must be guaranteed that the set of all links will result in a 
meaningfully executable scenario. For doing this, DIESIS uses the paradigm of service net-
works. This paradigm has been developed in German Armed Forces projects, like the SuT-
SOABw project, to couple different military simulators using lateral models. Unfortunately, 
we must not provide references, since the project details are confidential. 
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The authorisation to use certain links may be owned by some vendors, e.g. links based on 
commercial HLA implementations. In contrast to centralistic approaches, the lateral coupling 
approach enables business models in which vendors may follow Ð up to a certain extent Ð 
their proprietary business strategy. This reduces the entry barrier for new vendors. 

 

2.4.c. Families of Functions 

Based on experience gained in other simulator coupling projects, we know that certain kinds 
of links can be distinguished. DIESIS generates four classes of links using different seman-
tics: time links, data links, function links and control links. 

TIME LINKS 

Simulators synchronise their internal time models by using time links. These links may be 
used, for instance, to perform synchronisation as time step procedures. They may also be em-
ployed to integrate certain batch-like simulation components or analysis sub-programmes into 
established simulator federations. And finally, time links may incorporate some logics for 
readjusting certain time models or for compensating incompatibilities (as much as possible) 

DATA LINKS 

Simulators may exchange data by using data links. It is not necessary that the semantics of the 
data exchanged is based on a global data model, but it will be defined individually for a given 
link. This approach avoids creating extensive central data models. Data links may incorporate 
some logic that transforms data in such a way that the data models of the linked communica-
tion partners will be mutually adjusted. 

FUNCTION LINKS 

Function links enable simulators to mutually invoke function calls. This may be used, for in-
stance, to make use of the computational procedures of other simulators. Function links may 
also adjust transferred parameter values in such a way that the data models of the involved 
simulators will become compatible. 

CONTROL LINKS 

Control links shall manage the operation of the federated simulation. These links serve for 
starting and stopping the simulators or for managing and changing the configuration settings 
of the federates. Control links may, for instance, be employed for controlling the whole simu-
lation by using a central console. 

 

2.5 Realisation 

We consider the realisation of a federation as a three-step approach. For the first two steps we 
use service networks as a descriptive means. In the first step, we use a service network for 
describing the considered scenario on a technical or application level such that non-ICT spe-
cialists can understand the elements of the scenario and their technical relationships at the CI 
domain level. An example for a technical relationship is Òsubstation A supplies telecommuni-
cation device B with powerÓ. In the second step, this technical scenario network is extended 
by technological (ICT) components and is transformed into a technological service network. 
This service network contains additional ICT technological relationships like ÒThe analysis 
tool F retrieves data from data logger DÓ. The final step is then the deployment of the federa-
tion, involving the reuse of existing partial coupling solutions or the implementation of new 
couplings. In the following, we will explain each of these steps in more detail. 
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2.5.a. Service Networks 

SERVICE NETWORK ARCHITECTURE 

Service networks consist of agents and service links. Agents are abstractions of acting enti-
ties, and they may represent humans, machines, or software components. Agents may provide 
services to other agents and they may use services of other agents. Providing a service means 
providing a (set of) discrete functions within the service network. Service links define which 
agent may use what services. 

Agents 

Agents within a scenario service network, the result of the first design step, shall offer one or 
more services. Services within such a scenario service network are specialised technical ser-
vices. That is, these services shall be defined in such a way that they model technical or ap-
plication oriented relationships (Òthe transformer signals that it works normallyÓ) rather than 
(ICT) technological circumstances (Òthe transformer supervisory system transmits certain 
status data to a control centre via ModbusÓ). 

Typically, the agents of the network are the involved simulators and analysis programs, but 
may also be software components that manage the events during a simulation experiment or 
they may represent humans like users or operators. 

Agents that are added in the second design step typically represent additional ICT compo-
nents like a logger, an analysis tool, and more. Also, agents and services are employed to rep-
resent the interaction of a user or operator with the federation. These additional agents, the 
ICT technological services they provide, the original scenario service network and the re-
quired additional service links then constitute the technological service network that is the 
result of the second design step. 

Service Links 

Service links specify the utilisation of the services provided. A service link connects two or 
more agents and shall specify the following properties of service utilisation: 

o Who offers the service?  
In the graphical presentation, the arrow ends at the service provider. The correspond-
ing agent provides the service. 

o Who uses the service?  
In the graphical presentation, arrows originate from the service users. The correspond-
ing agents request the service. 

o Which service level agreements are valid for the utilisation of a service?  
Service level agreements (SLA) characterise the quality of the service provided. Dif-
ferent properties may be described, like Òspatial accuracyÓ, Òtemporal accuracyÓ, Òer-
ror ratioÓ, and others. Each SLA is a name/value pair that fixes the properties of the 
particular SLA, like Ò(spatial resolution, 3m)Ó. 

o Which operation level agreements are valid for the utilisation of a service?  
Operation level agreements (OLA) characterise providersÕ warranties of technological 
service provision, like Òavailability of the serviceÓ, Òinspection window of the service 
providerÓ, Òtimes for bug fixingÓ, and others. Such confirmations are not used in the 
proof-of-concept phase because they are intended just for safeguarding a later regular 
operation. 
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For each service (respectively for the associated link), a standardised description is stored in a 
repository. When designing new scenario service networks, this description may be employed 
to enable the reuse of available design patterns. 

Links may realise different communication models. For instance, blackboard models 
[Craig95] are well suited for the type of distributed problem solving that is required for feder-
ated simulation. Also, the following communication models are conceivable: 

Push 

A simulator uses services to actively inform other simulators by calling services of the 
other simulatorsÕ wrappers via the link that connects it to these simulators. 

Pull 

A simulator requests information from other simulators by calling services (via the 
connecting link). 

Publish and Subscribe 

For information exchange, several simulators establish a publisher and subscriber 
scheme by using an appropriate link. In this way, for instance, a HLA based commu-
nication could be wrapped into a W3C construct. 

 

 
Figure 4: Example of a scenario service network 

Figure 4 is an example of a scenario service network describing an imaginary scenario. In-
volved infrastructures are a power network and a telecommunication network in an urban area 
that are exposed to water flooding. A flood simulator regularly calculates the water level in a 
river system. This water level can be inquired by a power simulator and to a TelCo simulator. 
The water level information is provided with a spatial resolution of one meter and is calcu-
lated each five to ten minutes depending upon (1) inquiry, (2) dynamics of the water level 
(e.g., slow calculation updates when there is hardly any run-off, rain and evaporation, faster 
recalculation when a high flow rate, rain fall or evaporation occurs. There are also pumps that 
can drain certain components of the involved infrastructures, e.g. certain buildings. The 
pumps can cope with flooding up to a certain water level. The power simulator and the TelCo 
simulator can derive from the water level information whether the respective components are 
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functional or out of order due to flooding. These calculations are internal simulations of both 
agents (power and TelCo); therefore, these calculations are not explicitly described in the sce-
nario service network. Those parts of the scenario have to be represented separately in the 
more detailed description of the agents. 

A pump simulator asks the power simulator each second with Òask if power availableÓ 
whether the simulated pumps are working. This simulator informs the flood simulator using 
Òpaste pump performanceÓ whether and which components of the infrastructure have to be 
drained by the pumps. In case of a pump malfunction the pump simulator signals an alarm by 
using Òinduce alarm callÓ. The TelCo simulator simulates this message transfer. This is only 
possible if the TelCo simulator asserts that its simulated components not flooded and the 
power simulator has informed it via Òset operableÓ that the required power supplies are still 
working. 

A scenario service network describes the basic structure of the scenario (see the definition at 
the beginning of the section 2.5). However, the network does not display how many instances 
of simulated agents (components) are used. This means that in the scenario of Figure 4 there 
may be several power components as well as several pumps and TelCos. Also, neither the 
spatial arrangement nor the interaction topology of the particular components is described in 
the network. These topologies and some more parameters of the scenario are adjusted at run-
time or immediately before starting the scenario simulation; therefore they are not fixed in the 
scenario network. 

The level of detail in a scenario service network is ÒadjustableÓ. It can be increased by explic-
itly modelling certain details or decreased by ÒhidingÓ details in agents. 

 
Figure 5: Scenario service network excerpt with two different levels of detail 
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Figure 5 shows an excerpt of a scenario service network at two levels of detail. Variant B 
shows the internal logic of the ÒFlood SimulatorÓ of variant A. Variant B is also illustrated by 
a scenario network and shows in more detail how the calculation of the water level (inside the 
ÒFlood SimulatorÓ) could be performed. Rainwater goes partly directly to a river, partly to a 
drain (other ways for water going off left out for simplicity). The drain water goes to the river 
(leaving out retention basins or purification plants). Water that is pumped away from infra-
structure components goes to the drain, too. Several gauges along the river measure the water 
level in the river, and a water level calculator derives from this information and from topology 
data and a flooding model the water level at certain locations in the urban area. This simpli-
fied example shall demonstrate how different levels of detail can be expressed by using ser-
vice networks. 

FROM SCENARIO SERVICE NETWORKS TO FEASIBLE EXPERIMENTS 

When simulators are coupled according to our approach, two challenges have to be mastered: 

o Scenario design  
Content and extent of the scenario have to be described as precise as possible to assure 
that the technological realisation meets the goals of the federation mission. As de-
scribed above, service networks are employed for describing scenarios in a technical 
way. 

o Technological coupling  
The developer of a federation must describe how the technological realisation of the 
scenario service network will be done. This includes the description of how links are 
employed to provide and couple the required services. Particularly, he or she must de-
scribe how a link shall be employed such that it utilises the required functions of the 
simulators by means of services. 

Below we describe step by step how a scenario service network may be transferred into an 
executable experiment. This is a manual design process and thus the experience of the de-
signer is an important factor. The design process may be supported by mechanisms. For the 
proof-of-concept, these semi-automatic mechanisms are merely sketched and are imple-
mented only partially. In principle, an implementation of semi-automatic support does not 
generate an added value for the proof-of-concept, but may reduce time and costs of generating 
regular experiments and may be a selling point. 

The generation of an executable experiment follows these steps: 

1. Design of a scenario service network  
The scenario service network and a detailed description of the scenario will be de-
signed. Here, the functional design and the coordination with the users of the scenario 
are in the fore. 

2. Assignment of agents to ICT systems Ð Technological service network  
In this step it will be determined which ICT systems will be employed to realise the 
functionalities of the agents in the scenario service network. Such ICT systems may 
be, for instance, simulator systems, but also control or evaluation components, for ex-
ample. Figure 6 shows the extensions of the scenario service network in Figure 5 by 
control components for the simulation experiment (ÒControlÓ) as well as recording 
components (ÒRecorderÓ) and analysis components (ÒAnalysisÓ) for experiment 
evaluation. In this step it is also determined which additional service links shall be 
used to integrate new components into the whole federated simulation experiment 
setup. ÒFlood SimulationÓ and ÒPump SimulationÓ will be realised by an (imaginary) 
simulator ÒHighwater MaxÓ. For other agents, additional tools are used (Òjust online,Ó 
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Ògive me power,Ó É). The extended scenario service network is called a technological 
service network. 

A local (in case of sensitive federation assemblage) or EISAC-wide repository may 
contain descriptions of ICT components and service links that are already available. 
The reuse of such components may reduce the effort for the realisation of new scenar-
ios and federations significantly. The designer of scenario service networks shall con-
sider which components already exist and how they can be employed usefully. 

If an experiment requires ICT components not available in the repository, these com-
ponents have to be newly realised. Subsequently, these new components will be in-
cluded in the repository and may be utilisable in other scenarios. Therefore, a certain 
level of genericness should be a design goal when realising new components in order 
to increase the probability of their effective reusability in new scenarios. 

3. Deployment of the ICT systems 

Components selected in step 2 will be deployed. Additionally, the required service 
links are deployed. Subsequently, the experiment is executable and may be started any 
number of times. In doing so, the parameters of the experiment may be changed, in-
cluding the topology of an infrastructure network, the number of simulated compo-
nents, scripted events, in order to conduct different investigations or analysis tasks 
within the scenario at hand. 

 

 
Figure 6: Extended scenario service network that contains provisions for realising the M&S experiment. 
The extensions are drawn in blue colour. The extended network is called a technological service network. 
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2.5.b. SOA-Based Realisation of Links 

The proposed ICT architecture is based on a Service-Oriented Architecture (SOA) approach. 
For the SOA-based couplings we realise the components that are described below. A mix with 
other coupling mechanisms, like HLA, is also possible in the lateral coupling approach. 

WRAPPERS ATTACHED TO SIMULATORS 

Each link (cf. section 2.4.c) is made up of at least two communicating wrappers. If more than 
two simulators are connected by a link, then the link may consist of more than two wrappers 
(cf. Figure 7). 

A wrapper uses the application programming interface (API) for accessing the internal states 
and information of the simulator and uses the access results for creating web services. These 
web services may also use a data coupling for communicating with the simulator, for instance, 
by accessing the simulatorÕs databases (or other data storage components). 

The wrapper provides one or more web services that could be described by means of WSDL 
(web service description language, [WSDL]). It should be kept in mind that a wrapper pro-
vides only services of exactly one family of functionalities (see section 2.4.c). A given wrap-
per must not address different functionalities, e.g., it must not combine or mix time links and 
data links. If two simulators need all four sorts of links, then there will be four pairs of com-
municating wrappers. The number of parallel wrappers is due to the concept of distinguishing 
the functionalities of links. The distinction allows a clearer understanding of the nature and 
function of a link and thus facilitates the reuse of the link. It is essential for the realisation of 
the idea of a growing inventory of coupling solutions that these solutions can be understood 
and reused. 

Algorithms or the technical transformation of messages shall be realised solely in wrappers. 
This means that there are no modifications of simulators.  

 

 
Figure 7: Structural overview of components in a SOA based realisation of links. Link 1 connects simula-

tions A, C and D and thus consists of three wrappers (1a, 1b, and 1c). Link 2 connects simulations A and B 
and consists of two connected wrappers (2a and 2b). 
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SERVICE AND LINK REPOSITORY 

The service and link repositories may store information about the available links and the ser-
vices used within the links. Repositories are meant to collect items and make them available 
for reuse. These repositories may either be central or local. ÒCentralÓ refers to headquarters, 
like a possible EISAC European headquarter or headquarters within a member state having 
more than one EISAC site, and it may also refer to the headquarter of a large private customer 
who uses EISAC products and services at more than one site. ÒLocalÓ refers to a single site, 
like a particular EISAC node or a customerÕs site. There are good reasons to have central re-
positories, like getting access to a larger collection of reusable items, but also good reasons 
for local repositories, like enabling private use for customers who need privacy. 

 

2.5.c. Middleware for Coupling and Data Transport 

In lateral coupling models each link may apply its own coupling middleware (respectively a 
middleware instance). There are configurations in which the application of more than one 
middleware makes sense, for instance, if W3C mechanisms and HLA coupling mechanisms 
shall be used simultaneously in a federation of simulators. For practical reasons the number of 
different coupling middleware (instances) shall be kept as small as possible. 

This means that we can distinguish three cases for the communication included in the lateral 
coupling of simulators. In the first case, a coupling solution is available in the repository and 
can be reused. In the second case, existing ÔlegacyÕ coupling solutions, for example, based on 
HLA or OpenMI [OpenMI], are employed to couple two or more simulators. Consequently, 
for this type of ÔlegacyÕ coupling the communication concepts, primitives, and middleware of 
this particular coupling solution can be used. 

In the third case, no coupling solution yet exists and a new one has to be developed on the 
basis of the ICT architecture proposed in this document. The newly developed couplings use 
the communication primitives and concepts of the DIESIS communication middleware that in 
turn runs on top of underlying network, operating system, and hardware layers. 

During the realisation of the links it shall be individually determined how to manage potential 
loss of data (in the coupling middleware; for instance ignoring or retrying). 

The SOA coupling middleware shall not use dynamic bindings of service calls. This implies 
that no online-compatible broker logic or repository logic is required. Dynamic binding is not 
useful because each experiment has to be accurately analysed and statically described in ad-
vance (see scenario service networks). The technological service networks generated in the 
realisation process automatically constitute the necessary static binding and deployment struc-
tures. 

 

2.6 Interplay with other Interopera bility Middleware Ð Example HLA 

High-level architecture (HLA) is a middleware solution that is typically evolved from cou-
pling military simulators. HLA mainly consist of a common data model (SOM/FOM), a data 
transfer bus (RTI), and adapters to the coupled systems. 

In a HLA-based implementation of links, the simulators that will be coupled need to use a 
common data model (FOM/SOM) to enable data exchange between the systems tied to the 
links. 

Additionally, for each link the required adapters to the simulators that are tied to the link have 
to be realised. As for the SOA based coupling, the realisation of the adapters should not re-
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quire changing the simulator code. Technical adaptation (for instance regarding the 
FOM/SOM) will only be performed within the adapters. 

If HLA couplings are used for data or control links, then this does not necessarily imply that 
the connected simulators also have to adopt the time model of the used RTI. Instead, HLA 
may also be used purely as a transfer medium with a SOA-like logic. Different HLA based 
links may use different RTI (or RTI instances), but this should be avoided if possible. 

In the lateral coupling approach, HLA can be used as just as another variant of a bus oriented 
middleware in order to realise links. When HLA couplings are combined with other couplings 
(Figure 8), then the basic HLA property of a federation-wide standardisation of data and in-
teraction model does not apply. If time links are realised by means of HLA, then the HLA 
specific synchronisation mechanisms may be used. 

 

 
Figure 8: Hybrid coupling of simulators using HLA implementation of links between simulators A and B, 

and a different implementation for the link between simulators B and C. 
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3 Remarks on Implementation 

As mentioned in Section 2.2, the implementation layer of the design pyramid is not part of the 
architecture. There are some other DIESIS documents that deal in more detail with the im-
plementation. The deliverable [D4.2a] ÒProof of ConceptÓ describes the DIESIS technical 
demonstrator. The implementation of the DIESIS communication middleware is described in 
the deliverable [D3.2b]. Final ontologies and KBS are described in [D3.1b]. 

However, in this section we will provide examples for possible components of a federation, 
and we will describe the initial idea of the technology development in DIESIS. Also, we will 
introduce some additional requirements for the implementation. These requirements are also 
included in the final version of the requirements description [D2.1b]. 

 

3.1 Federation Components and DIESIS Middleware 

Federations of CI simulators may vary largely depending on the purposes and requirements of 
their users. They may run in a distributed fashion, or on a single computer. The number of 
federates may vary, as well as models, CI domains, synchronisation methods, additional tools 
and the underlying hardware. Figure 9 shows a sketch of various components that might be-
come elements of a federation. The process of putting together a federation as specified by a 
user is called the ÔdeploymentÕ or ÔsetupÕ. The result of the deployment will be a federation 
tailor-made for the particular user and purpose. It shall contain no unnecessary component. 

 
Figure 9: Overview of possible components for modelling, simulation and analysis for CIP. 

The user of a federation will typically get access to the sketched components by means of a 
graphical user interface (GUI). This GUI may also be employed for deployment and for con-
trolling the federation. For the modelling tasks, access to CI data is essential. Ontologies may 
be derived from the data, and facts and rules may be incorporated in a knowledge-based sys-
tem. A user may access repositories to store or retrieve coupling solutions and other items. 

For running the federation, several simulators need to be coupled using a suited interoperabil-
ity middleware. While the federation is running, the simulators need to be synchronised with 
respect to time and events. Also, the simulators may need to exchange data, call functions 
from each other, and may be started or halted. As long as a federation runs, data and events 
may be logged by means of a logger. The logged information may later be displayed by a 
visualiser, or analysed by means of dedicated analysis tools. 

As mentioned in the earlier sections, a crucial prerequisite for running federations is the inter-
operability middleware, i.e. the middleware for coupling simulators (federates), for enabling 
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semantically correct information transfer, and for communication between the federates and 
other components. 

Figure 10 shows the essential middleware components that DIESIS proposes and their rela-
tion to the network support layer and the hardware layer. The DIESIS middleware has been 
partly implemented within the demonstrator as a technical proof of concept (cf. [D4.2a]). 

 

 
Figure 10: Relation between CI simulators, DIESIS middlewares, host infrastructure and hardware layer. 

 

3.2 Additional Requirements for Implementation 

3.2.a. Middleware for Coupling and Data Transport 

Initially, DIESIS should not apply a commercial off-the-shelf (COTS) coupling middleware 
product (like IBM Websphere [IW] or similar products from Oracle, PeopleSoft and others), 
because only marginal performance and scalability will be required for the demonstrator. An 
appropriate COTS product may be applied if in a later phase better performance and higher 
scalability are needed. This strategy should be regarded in programming the wrappers as well 
as in selecting the application environments (application servers). 

Communication on top of the DIESIS communication middleware shall be established using 
the SOAP-RPC protocol. Queues and other extensive (SOA) coupling middleware algorithms 
(like XSLT) shall not be applied for performance reasons. 

When data is transmitted, it shall NOT be transformed by some additional middleware, for 
instance by using XSLT mechanisms [XSLT]. This requirement is being introduced for per-
formance reasons. Particularly in the case of distributed federated simulation, the amount of 
processing for transforming data shall be kept as low as possible. 

 

3.2.b. Service and Link Repository 

For the demonstrator, an online-capable repository is not needed and thus not implemented. 
However, it is necessary to offer a possibility to reuse existing links for new or for modified 
scenarios. The solution used for the demonstrator is described in detail in the next section. It 
includes the federation adapters Ð a standard set of time, control and data links that can be 
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reused to connect a new off-the-shell simulator to the federation. Of course, the link set of-
fered by a federation adapter is not final and can be easily extended by new links of any type. 
Those new links can be collected in an online repository. Alternatively, it is possible to de-
scribe the links in a standardised way by means of WSDL [WSDL] and store the related 
WSDL descriptions in a dedicated registry or directory.  

 

3.3 Specialising the ICT architecture 

A completely loose coupling of simulators is a very flexible approach that reduces the techno-
logical effort and interface requirements for connecting a pair of simulators to a necessary 
minimum. However, this effort may grow very quickly with the growing number of different 
simulators within a federation where only a few similar links can be reused. Furthermore, the 
lack of common modelling standards increases the costs for the dependency modelling as well 
as the costs for visualisation and analysis of the entire model. In order to use our approach as 
a standard for the creation of large and heterogeneous federation networks it is necessary to 
find an appropriate trade-off between flexibility and implementation costs on one hand, and 
the costs for modelling and analysis on the other hand. The solution is to select a small set of 
standards for the time synchronisation and dependency modelling without abandoning the 
core idea of lateral simulator coupling and extensibility of a federation by adding new links 
when needed. 

 

3.3.a. Dependency modelling 

The coupling of simulators and their models via links requires the modelling and implementa-
tion of real world dependencies on several levels that correspond to certain steps in the reali-
sation:  

1. Definition of dependencies on a service level: determine the kind of relationship be-
tween two particular domains like Òa power station provides electrical energy for a 
TelCo buildingÓ. Such relationships have to be defined in the service network during 
the first design phase and fix the set of links to be implemented later. The definition is 
independent from the model topology and the simulators used to represent the do-
mains. 

2. Definition of dependencies on an instance level: lay down the dependencies between 
concrete model elements, for example ÒTelCo building TB12 receives power from the 
power stations P20m and P18mÓ. The wrapper of the corresponding link needs this 
knowledge for correct data transformation. This definition depends on the model to-
pology but is independent from the used simulators. Please note that the instance level 
dependency definition includes the information about the dependencies on the service 
level. It serves as a further concretion of the service level definition. 

3. Definition of the interpretation rules: prescribe concrete relevant properties of 
model elements and a data transformation rule like Òany kind of equipment inside a 
TelCo building is out of order if none of the power stations connected to it has a prop-
erty VoltageLevel which is over the threshold of 80% and the own backup power sup-
ply unit is dischargedÓ. Those rules have to be also implemented as a part of the corre-
sponding wrapper. The rule implementation depends both on the model topology and 
the simulator API. 
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A central data model like FOM [HLA1] may facilitate the costly task of dependency model-
ling, (especially on levels 2 and 3) but at the same time it may limit the generality and flexi-
bility of the federation approach.  

DIESIS offers a convenient way of dependency modelling without a necessity of using a 
global data model. The first step in dependency modelling is sketching the relationships be-
tween the domains in terms of services in a service network as described in section 2.5.a. To 
define the dependencies on the instance level (second step), it is not needed to lay down a 
complete common data model with complex object-like entities. Only a set of model elements 
that are relevant for the cross-domain relationships has to be fixed for each domain. Those 
elements do not need to have any properties or type information and can be simply defined by 
domain-wide unique names or IDs. The DIESIS approach contains a Knowledge Base System 
(KBS) that is employed for defining and storing the relations and the corresponding model 
elements. The KBS stores the model information and the dependency relations in form of 
OWL (Web Ontology Language, cf. [D3.1b]). The dependency relation lists  can be retrieved 
by any simulator via a special data link at runtime. This information can be used by a simula-
tor for automatic generation of the modelled data links. Please note that it is still possible to 
add the directly coupled simulators to the federation if another coupling standard (like HLA) 
has to be used or the dependency model is for some reason not applicable for a particular 
simulator pair.  

 

3.3.b. Time synchronisation scheme 

The usage of a common time model is not possible in a heterogeneous federation of simula-
tors having different and partially incompatible internal time models. Nevertheless it is man-
datory to guarantee a correct order and timing of cross-domain events. The solution used in 
DIESIS is to make a simulator to work event based from the point of view of the federation 
without changing its internal time model. To achieve this goal, a corresponding wrapper has 
to manage its own clock for the global simulation time. It also has to be able to control the 
simulator by making it performing simulation steps of a pre-defined variable length (a ÒstepÓ 
from the point of view of the federation may require several internal simulation steps or runs) 
and to pause or stop the local simulation to wait for external results. For the realisation of 
such a solution, the requirements of the simulator and its API are: 

1. The adapter should be able to pause or stop the simulation as soon as the given inter-
nal simulation time is reached. If the simulation was stopped (and not paused), the 
ability to restart the simulation using the previously computed model state as a new 
initial state is required. 

2. The simulator or the wrapper should be able to compute a simulation time interval 
from the current time point to the next locally produced cross-domain event in the fu-
ture. Alternatively, a possibility to restore the previous model state and to restart the 
simulation using it as an initial state can be supported. 

This approach is applicable to a large number of the currently available CI simulators that use 
various time models (like the event based model, constant time steps, steady state, etc.) and 
allows the synchronisation of the wrapperÕs clock with the simulation time of the internal 
simulator.  

The synchronisation of the local simulation clocks stored in particular wrappers can be done 
directly by connecting the simulators directly via time links. In DIESIS, a special technologi-
cal component, a Time Management Module (TMM) is used instead. The task of this compo-
nent is to collect the estimated values for the duration of the next time step computed by all 
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simulation nodes, to select a minimal non-negative value and to send it back via correspond-
ing time links. This approach ensures the synchronisation of all simulation time clocks (stored 
in wrappers and not in the simulators) and reduces the communication overhead (in compari-
son to a direct negotiation approach) without any limitations of its flexibility and extensibility. 
If the approach is not applicable for some simulator pairs they can still be connected via direct 
time links and do not need to communicate with the TMM. 

 

3.3.c. Simulation control, visualisation and analysis 

The Federation Control Module (FCM) is a central technological component that provides the 
user interface for monitoring and controlling the federated simulation. For participating in the 
federated simulation, it is mandatory that each federate sends a registration request to the 
FCM (cf. [D4.2a]). This allows not only to ensure the completeness of the federation but also 
to create a list of physical locations (IP addresses, ports, etc.) of all federates. The availability 
of this information allows the dynamic creation of peer-to-peer connections during the feder-
ated distributed simulation and significantly reduced the configuration effort. 

For analysing and visualising the simulation results, a federate has to be able to produce a 
simulation log in a predefined format and to send it to a dedicated technological component 
(visualisation or analysis module) as soon as the simulation is terminated. The federation may 
contain several different visualisation and analysis units. For the DIESIS demonstrator only 
one visualisation module is required. 

 

3.3.d. Federation adapters 

The usage of the federation-wide dependency model and a common time synchronisation 
scheme allows defining a standard set of time, data and control links having only few simula-
tor-dependent or domain-dependent parts. A federation adapter is a software module that 
connects simulator to the federation network via the corresponding SOAP based application 
layer and the communication middleware and provides the following ready-made functional-
ity: 

1. Automation of the communication with the FCM: registration, ability to receive and 
interpret the start and stop requests (including the address information) as well as the 
invitation to send the simulation logs to the visualisation module. 

2. Automation of the global time synchronisation: management of the simulation clock, 
sending the desired value for the next time step to the TMM and receiving the value 
computed by the TMM.  

3. Dynamic generation of the data links to exchange simulation events: querying the 
KBS for the dependency relation lists, management of the local state variables, receiv-
ing modified values from other simulators and sending own modification to the proper 
communication partners. 

4. Sending the simulation log files to the visualisation module and to the FCM (if asked) 
at the end of the simulation. 

The federation adapter (Figure 11) encapsulates the exchange and interpretation of the SOAP 
messages and provides a ready-made implementation of several links and the simulator-
independent parts of the corresponding wrappers. It also creates lists of the own state vari-
ables represented in the dependency lists and caches the values of foreign variables that can 
affect the behaviour of the local domain simulation. 
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Figure 11: Links and services provided by a federation adapter 

 

3.3.e. Integrating a new simulator into the federation  

For integrating a new simulator into an existing federation it is necessary to use the federation 
adapter and to implement only the following simulator-specific parts of the wrappers: 

1. Actions for handling starting and stopping a simulation. 

2. A method that makes the simulator perform a simulation step of the pre-defined dura-
tion and computes the desired value for the next time step. 

3. Implementation of the dependency rules (level 3 as described in the section 3.3.a). 
This method also includes a function that maps the local state variables to the internal 
simulatorÕs model. 

4. A transformation function mapping the new state of the internal simulatorÕs model to 
the values of local state variables stored in the federation adapter. 

Steps 3 and 4 require a definition of the properties for the state variables. A state variable 
property is a simple name-value-pair that can be mapped to the internally used simulatorÔs 
model and is required for the definition of a dependency rule in another simulator. 

A federation adapter accelerates the composition of a federation and facilitates significantly 
the modelling of the dependencies. The approach used for the standardisation of the depend-
ency modelling and the time synchronisation scheme is applicable to the large number of the 
currently available CI simulators. In the cases where another approach for the simulator cou-
pling is required, the federation adapter can be either extended or replaced by an individual 
set of links. 

 

4 Workflow for Setting up Federations of CI Simulators 

Now that the basic architectural principles and concepts ruling the federation of simulators 
and especially the framework of the DIESIS federated simulation have been introduced, this 
section concentrates on the overall workflow for setting up und running multiple CI simula-
tors in a distributed simulation environment. 
Ideally, the overall process of setting up and running a federated CI simulation and analysing 
the simulation results shall be guided by a ÔworkflowÕ. A basic workflow consists of the fol-
lowing coarse steps: 
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1. Conceptual preparations  
2. Modelling 
3. Data acquisition 
4. Deployment  
5. Simulation 
6. Analysis 

In the remainder of this section, we will provide more details for these steps. 
 

4.1 Conceptual preparations  

Preliminary conceptual definitions which the developer or user has to be familiar with can be 
consulted in chapter 2. Most importantly, the overall mission goal of the targeted federated 
simulation must be defined. 
 

4.2 Modelling activity  

The modelling activity can be divided into two phases, namely pre-analysis of domains and 
federations and setting up the modelling environment. Both phases are detailed in this section. 

4.2.a. Pre-analysis of domains and federation  

a. Understanding the structure and components at infrastructure level 
b. Understanding the links and (real) dependencies among the infrastructures  
c. Stating issues and problems to investigate 
d. Stating measures and parameters necessary for investigating these issues and problems 
e. Creating and/or reusing ontologies 
f. Deriving or determining dependencies 
g. Creating rules for the KBS 
h. Definition of possibly relevant event chains and creating a script of those events. 

Tasks a. and b. provide the domain knowledge necessary for the modelling of the infrastruc-
tures to simulate. If not yet done, the different domains of importance should be determined at 
this point. For tasks a. and b., DIESIS architects and developers have to be supported by do-
main experts of the various infrastructures as well as experts with an understanding of the 
interrelations among the different infrastructure domains. 
Tasks c. and d. are necessary in order to focus on the essential part since each domain in itself 
as well as the links and dependencies to other domains are complex. 
Based on the results of tasks b., the tasks e. through g. set the logic according to which the 
different domains interact with each other. 
The analysis work done within the tasks a. through d. serve as a basis for task f. that helps the 
architects in consolidating their focus on the relevant issues through the selection of relevant 
events chains. 
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4.2.b. Setting up the modelling environment 

a. Selection of the simulators for each involved infrastructure 
b. Mapping of real infrastructures to models of selected simulators 
c. Creating the Scenario Service Network 
d. Creating the Technological Service Network 

For tasks a. and b., domain expert knowledge is needed in order to select the right tool and 
also to map the domain data properly to the tools.  
Tasks c. and d. are done as described in section 2.5.: the services to exchange and the links to 
create are determined using the information gained in the analysis from 4.2.a. tasks a. and b. 
 

4.3 Data acquisition 

The acquisition of appropriate data for the simulation environment is a crucial task. The qual-
ity and quantity of the data must be satisfying in order to guarantee meaningful experiments 
and results. 

a. Getting CI data 
b. Adapting CI data to the needs of the simulations environment and purposes 
c. Creating models for the simulators of the federation 

Task a.: Data must be provided by the appropriate partner, e.g. a CI operator. Alternatively, 
data could also be synthetically generated such that it fits in the specified environment. Please 
note that while a set of synthetically produced data might be helpful for testing the software 
environment, only validated data of existing infrastructures can provide realistic and trustwor-
thy results when it comes to experiments. 
Task c. requires conversion of suitable CI data to models of the simulators (federates). The 
granularity of the modelling is partly ruled by the requirements or SLAs specified in the tech-
nological service network. The CI data typically provide topology information, information 
on CI elements and their technical parameters, and more. 
 

4.4 Deployment 

This phase describes the technical realisation of the simulation environment and the models.  
Besides the CI simulators, the simulator adapters are the most important components. With 
the Scenario Service Network and the Technological Service Network at hand, these are the 
steps that need to be followed for the deployment process: 

a. Building Ontology and dependency relations 
b. The set of necessary technical system pre-conditions has to be defined, agreed, and 

documented. This includes 
1) Operating System(s) and versions used 
2) Required libraries and their version numbers 
3) Clarification of software licence issues 
4) Required settings like IP numbers of host computers, numbers of open ports etc. 
5) Additional software used (e.g. analysis software, visualisation software, É) 

c. Implementing the adapters 
1) Mapping state variables to Simulator models and vice versa 
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2) Time management: realisation of time models 
3) Defining dependency rules (FONT-Rules) 
4) Realise simulation logging features or define log file formats using existing simu-

lator logging features 
The information gained in the pre-analysis steps should serve as a basis for building the on-
tology. 
Task c. is the most demanding one. It can be subdivided into four distinct steps as shown 
above: the first step consists into a definite mapping of the state variables and simulator enti-
ties to each other. 
The second important step 2) is the realisation of the time model of the simulated infrastruc-
ture. The time model of the single infrastructure simulator has to be integrated to the event 
based model of the overall environment. To this end, a synchronisation mechanism comes to 
the fore as described in [D4.2a]. 
The dependency rules of step 3) then specify how the various simulators involved interact 
with one another. A description of the dependency modelling is given in section 3.3.a. 
At this stage, the whole simulation environment is built. The user or developer knows which 
infrastructures, simulators, measures and data are in presence. He or she can then know which 
values can be logged. Therefore, a logging format has to be defined and the runtime logging 
has to be implemented. 
 

4.5 Simulation 

This section describes the tasks connected to the simulation activity. Two main tasks can be 
distinguished: 

a. Configurations 
b. Simulation run 

Task a.: Configuration activities concern on one hand the overall simulation environment and 
on the other hand the single infrastructures. Prior to a simulation some pre-settings can be 
undertaken e.g. that a simulation should stop after some pre-defined condition or simulation 
logs should be written during simulation or the like. The same kind of pre-configuration can 
be made for single infrastructures simulators. 
Task b.: following are the different possible activities during a simulation run: 

1) Pre-start set-up: set up necessary values before simulation start 
2) Pre-start tests: test correctness of settings before launching simulation 
3) Starting: launching the simulation 
4) Online visualisation: visualise the whole or a part of the simulation at runtime 
5) Logging: if so configured, log necessary simulation data and events  
6) Interrupting and restarting:  interrupting (without completely stopping) a running 

simulation at a certain point (and simulation status) and restarting the simulation 
from that point 

7) Stopping: ending the simulation 
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4.6 Analysis 

The analysis phase can be subdivided into the following tasks: 
a. Selection of an analysis or visualisation tool 
b. Reading log data 
c. Analysing or visualising the log data 
d. Storing the analysis or visualisation results 
e. Evaluation of the analysis or visualisation results, e.g. by comparing them with other 

results 
 

5 Conclusion and Outlook 

This document introduced the final description of the chosen ICT architecture approach. The 
main architecture concepts of this second draft are: 

o Scenario orientation Ð for producing tailor-made federated simulations guided by a sce-
nario service network. 

o Lateral coupling of simulators Ð for producing specific coupling solutions and avoiding 
the attempt of generic centralised coupling solutions. 

o Families of functionalities Ð splitting up the couplings into up to four different types, 
based on the required functions. 

Advantages of this approach include: 

o Federations can be built right away following this approach, without prior effort of realis-
ing a centralised coupling solution for all sorts of CI simulators 

o Existing solutions for coupling some federates can be reused, even if the couplings are 
based on commercial solutions. 

o Newly created couplings increase the inventory of solutions for coupling. 

o There is no need to alter the code of the involved simulators. 

The presented approach proceeds beyond the state of the art in coupling CI simulators. 
Among the known coupling approaches for CI simulators are EPOCHS [EPOCHS] and IR-
RIIS [IRRIIS]. In both approaches, telecommunication and electricity network simulators are 
to form a federated simulation, and both use an agent-based paradigm. IRRIIS adds an exter-
nal events simulator, SimCIP, to enhance the federation. While EPOCHS claims that its ap-
proach is likely suited to integrate other CI simulators Ð which has not been validated, to our 
knowledge Ð, the focus of IRRIIS is risk reduction by adding middleware-improved technolo-
gies for exchanging information between operators of Critical Infrastructures. A quite differ-
ent approach is CIMS¨ [CIMS], developed at the Idaho National Labs. CIMS is a dedicated 
simulation framework for analysing the interrelations of various critical infrastructures. CIMS 
performs its own simulation, but may also connect to a variety of external tools. Another rele-
vant approach for coupling simulations is OpenMI, originally emerging from the water do-
main. OpenMI focuses particularly on removing the barriers for exchanging data between 
programmes. It provides for doing this, for instance, with a configuration editor that supports 
the identification of the locations of data files and defining model connections. It also sup-
ports the transformation of data and the conversion of units. Dudley et al. [Dudley] state that 
OpenMI has made it easier to run large simulations, but they also point out that the problem 
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of simplifying the understanding of the output generated by the simulations has not yet been 
solved. This will also be a challenge for researchers in the CIP domain and for EISAC. 

The approach chosen for DIESIS addresses a wider range of CI sectors and simulators and is 
based on an increasing inventory (or repository) of coupling solutions. The DIESIS ICT archi-
tecture approach has been applied for realising a distributed federated simulation including 
three CI simulators (electricity, telecommunication network, railway transport), a flooding 
simulator, logging mechanisms, a controller GUI, and offline visualisation of outages. This 
demonstrator has been built using DIESIS interoperability middleware technology, including  

o A knowledge-based system built on CI ontologies,  

o A communication middleware that supports running the federates on four different host 
computers,  

o A SOA-based framework for realising the links between the federates, and  

o A time synchronisation model suitable for synchronising a wide range of simulators 
(event-based, steady-state, discrete time steps). 

This document also contains specific hints for applying the architectural approach in a realisa-
tion phase, based on our lessons learned during the realisation of the DIESIS technical dem-
onstrator. Finally, this document provides a detailed description of the workflow for setting 
up a distributed federated simulation, starting from the very first conceptual design and end-
ing with measures for the analysis phase after concluding a federated simulation. 
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